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Abstract

Employment has shifted from routine towards abstract jobs in the U.S. since the 1970s, and this
trend has been stronger among women. This paper studies the contribution of the Quiet Revolution—
a contemporaneous change in women’s life-cycle labor force participation from intermittent to
continuous—to this reallocation of labor. I develop and calibrate an equilibrium Roy model
featuring the Quiet Revolution and automation technology. Quantitatively, absent the Quiet
Revolution, the model generates almost none of the observed shift of women from routine to abstract
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1 Introduction

It is well known that employment in routine task-intensive jobs has declined in the U.S. since

the 1970s. This trend is commonly attributed to the arrival of automation technology, such as

computers, that can substitute for labor in performing routine tasks, thus reducing relative demand

for such work. However, less widely known is that the shift away from routine employment has

been much larger for women than for men (see Figure 1). Motivated by this gender difference, I

investigate in this paper to what extent changes in female labor supply contribute to the decline of

routine employment.

Figure 1: Routine Share of Employment Figure 2: Female LFP Over the Life Cycle

Notes: The left figure plots the share of employed individuals aged 18-55 in routine occupations, on aggregate and by
gender. The routine job classification is from Cortes, Jaimovich, Nekarda, et al. (2020). Routine occupations are sales, clerical,
production, craft and repair, operators, transportation, and moving. The right figure plots labor force participation (LFP) at
different ages for synthetic cohorts of women by decade of birth. Both figures use CPS ASEC data from Flood et al. (2025).

During this same period, female labor supply underwent a qualitative change that Goldin (2006)

called the Quiet Revolution. This change was “qualitative” in the sense that it was not about

extensive-margin participation, but rather how women worked: a shift in women’s life-cycle labor

force participation (LFP) from intermittent to continuous, facilitated by changing social norms

around maternal employment and increased access to birth control. The Quiet Revolution is evident

among women born after 1950, who would have entered the labor force beginning in the 1970s

(see Figure 2). This change in women’s work horizon is plausibly related to their exit from routine

jobs, such as clerical and administrative roles, and their entry into abstract, non-routine professions,

because the latter reward experience and require substantial educational investments, making them

better suited to continuous work.

In this paper, I develop and calibrate an equilibrium Roy model, which I use to quantify the

role of the Quiet Revolution in the reallocation of labor out of routine jobs through counterfactual

Acknowledgments: I am grateful to my PhD advisors Michael Peters, Ilse Lindenlaub, Pascual Restrepo, and
Fabrizio Zilibotti for their guidance and support. I also thank Joe Altonji, Claudia Goldin, André Victor Luduvice,
Giuseppe Moscarini, Claudia Olivetti, Nathan Zorzi, and several anonymous referees for valuable feedback, as well
as participants at numerous seminars and conferences. This research was supported by the NBER Gender in the
Economy group, with funding from the Bill & Melinda Gates Foundation.
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analyses. The model has an overlapping-generations structure, and I simulate the evolution of

women’s life-cycle LFP from intermittent to continuous across cohorts. On the labor-demand side,

I model technological change which alters relative demand for different types of occupations: in

particular, automation that reduces demand for routine labor. My analysis also takes into account

occupation-specific gender wage gaps and residual occupation preferences, both of which affect

occupational sorting and evolve over this period.

I begin by presenting four descriptive facts that motivate the question and guide the modeling

choices. First, women’s intermittent work horizon prior to the Quiet Revolution centered on

child-rearing, and young women anticipated this intermittency when making human capital and

occupation choices. Second, the decline of routine employment and the rise of abstract employment

were markedly more pronounced among women than among men. Third, self-reported social norms

regarding whether mothers should work are correlated with occupational sorting across routine

and abstract work among employed women, suggesting a link between the Quiet Revolution and

the decline in routine employment. Fourth, abstract occupations differ from routine and manual

occupations in human capital dynamics, providing an economic reason why these trends would be

linked.

With this motivation in hand, I develop a model building on that of Hsieh et al. (2019), but

incorporating two novel ingredients: (1) women’s LFP varies over the life cycle, and (2) occupations

differ in human capital dynamics. I model the former parsimoniously, with women facing an

exogenous probability that they are not able to work during periods when they have young children.

This probability falls with the Quiet Revolution, as a reduced-form representation of labor-supply

factors like changing social norms and childcare availability, as well as non-technological institutional

changes, such as the expansion of parental leave. I show theoretically how this intermittent work

horizon faced by women interacts with occupation-specific characteristics to affect their occupational

sorting relative to men: when women anticipate career interruptions, they shift into occupations

that feature lower returns to experience, lower skill depreciation, and lower educational requirements.

Work horizon thus drives a wedge between male and female occupational sorting, which has a

clear economic logic, can be quantified and distinguished from the “black box” of wage gaps and

preferences, and falls over time.

I use U.S. Census and Current Population Survey (CPS) data to calibrate the model to each

decade between 1970 and 2010. The initial period, 1970, is chosen because it precedes both the

Quiet Revolution and the widespread adoption of automation technologies. Each cohort of women

is characterized by primitives governing their expected work horizon over the life cycle, which I

discipline using data on fertility and LFP conditional on having a young child. I then use the model

to examine how the aggregate economy would have evolved in equilibrium between 1970 and 2010

in the absence of the Quiet Revolution.

In a first exercise, I isolate the effect of the Quiet Revolution on women’s occupational sorting in

partial equilibrium. Holding wages and all other parameters fixed at their 1970 values, the Quiet

Revolution alone generates the full reallocation of female employment from routine to abstract
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between 1970 and 2010, underscoring its quantitative importance. The rise in LFP among mothers

is the dominant driver of this effect, while changes in fertility incidence and timing play a smaller

role.

I then turn to my main exercise, which quantifies the contribution of the Quiet Revolution to

the reallocation of employment from routine to abstract work in equilibrium. Absent the Quiet

Revolution, the model generates essentially no reallocation of women from routine to abstract

work between 1970 and 2010, despite substantial technological change over this period. Aggregate

reallocation is also smaller: the abstract–routine employment gap rises by only 2.5 percentage

points, compared with 5.6 percentage points in the baseline economy. However, timing is important.

Without the Quiet Revolution, there is essentially no aggregate reallocation through 1990; after

1990, technological change becomes the dominant force behind the shift toward abstract work.

Even after 1990, however, the Quiet Revolution remains important for determining who reallocates.

The female share of abstract employment rises from 36% to 48% between 1970 and 2010; without

the Quiet Revolution, only about one quarter of this increase would have occurred. Thus, the Quiet

Revolution was critical for the early aggregate reallocation away from routine work and for the

disproportionate movement of women toward abstract occupations throughout the period.

Finally, I use the calibrated model to assess the contribution of the Quiet Revolution to

productivity growth between 1970 and 2010. I find that it explains 23% of the increase in market

output per capita over this period, by increasing female LFP, raising women’s accumulated experience

and human capital, and changing occupational sorting.

This paper proceeds as follows. Section 2 describes the data, and Section 3 presents the

motivating facts. Section 4 develops the illustrative model, while Section 5 extends it into a

quantitative framework and details the calibration. Section 6 presents the quantitative results and

examines their sensitivity to alternative modeling and calibration assumptions. Section 7 concludes.

1.1 Contribution

This paper draws a novel link between research on the decline of routine employment, the

macroeconomics of female LFP, and the allocation of talent. It makes three main contributions.

First, although gender differences in routine employment trends have been documented since

Autor, Levy, and Murnane (2003), this paper investigates the extent to which these trends reflect

changes in labor supply, rather than purely changes in technology. Recently, a number of papers

have posited that women may have responded more strongly to the arrival of automation and

related technologies because of gender differences in skill endowments (Cortés et al. 2024; Black

and Spitz-Oener 2010; Chuan and Zhang 2025; Beaudry and Lewis 2014; Cortes, Jaimovich, and

Siu 2023). However, these studies do not take into account the extensive evidence that female

labor supply independently evolved during this period, due to factors like changing social norms,

childcare availability, and access to birth control pills (Fernández, Fogli, and Olivetti 2004; Fernández

2013; Attanasio, Low, and Sánchez-Marcos 2008; Goldin and Katz 2002; Greenwood, Seshadri, and

Yorukoglu 2005; Albanesi and Olivetti 2016; Bailey 2006). I develop a quantitative equilibrium
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framework that accounts for technological change, gender differences in comparative advantage, and

evolving female labor supply, allowing me to decompose the relative importance of these factors in

explaining the aggregate trend of employment away from routine occupations. Cerina, Moro, and

Rendall (2021) are closely related: they show that job polarization, a trend that has been linked to

automation technology, has been stronger among women than men, and propose that this operates

through high-skill women demanding market substitutes for home production, which are supplied

by low-skill women. However, they abstract from the life cycle and model gender wage convergence

through gender-biased technological change operating on the labor-demand side. By contrast, my

framework focuses on the life cycle and permits distinct roles of accumulated experience and human

capital investment in the evolution of gender earnings differentials.

Second, this paper provides a macroeconomic analysis of the impact of the Quiet Revolution,

as a distinct phenomenon from growth in extensive-margin participation of women. While there

are a number of recent studies of the macroeconomic implications of the growth in female LFP in

the 20th century, these papers do not take into account the changing nature of women’s life-cycle

labor supply (Kuhn, Manovskii, and Qiu 2024; Ngai and Petrongolo 2017; Heathcote, Storesletten,

and Violante 2017; Rendall 2024; Albanesi 2025; Fukui, Nakamura, and Steinsson 2023). The key

characteristic of the Quiet Revolution is that women started working continuously rather than

intermittently (Goldin 2021). I focus on the quantitative implications of this particular change—not

just whether women work, but how they work over the life cycle—in an equilibrium model. I do not

aim to explain why the Quiet Revolution happened; rather, in my approach I take as given that it

did and ask whether it matters for aggregate outcomes.

Third, I make a modeling contribution by showing how work horizon interacts with occupation-

specific human capital dynamics to shape female occupational sorting within the context of a Roy

model: how women work matters for what they do. My model provides an analytically tractable

representation of the logic expressed in Polachek (1981), Olivetti (2006), Adda, Dustmann, and

Stevens (2017), and Goldin, Katz, and Kuziemko (2006) that career interruptions may impact

women’s occupation choices, and embeds it within a quantitative equilibrium framework. Relative

to the literature quantifying exogenous wedges between male and female occupational sorting, I

show how the interaction between intermittency and human capital dynamics leads women to make

different occupation choices than men (Hsieh et al. 2019; Lee 2024; Chiplunkar and Kleineberg

2023; Cavalcanti et al. 2025). This enables me to microfound and quantify part of the “black-box”

gender wedges with a clear economic mechanism, and provide some empirical evidence in support

of the mechanism. This is similar in spirit to Erosa et al. (2022), who focus on the quantitative

implications of occupational differences in the convexity of wages with respect to hours worked when

men and women differ in home production demands, and Keller (2019), who studies how rising

market hours among married women shift occupational choice toward more complex jobs through

learning by doing. I instead focus on life-cycle work continuity, the defining change of the Quiet

Revolution, which remains understudied in macroeconomics.
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2 Data

I use three publicly available data sources to document the motivating facts. First, to document

trends in the composition of employment as well as in educational attainment and life-cycle income

growth, I use the U.S. Census between 1970 and 2000 and the American Community Survey (ACS)

for 2010 (Ruggles et al. 2025). I focus on the adult civilian working-age population. For analysis

involving wages, I further restrict the sample to currently employed individuals who worked full-time,

full-year in the previous year.

Second, to illustrate women’s work horizon prior to the Quiet Revolution, I use data from

Great Aspirations, a nationally representative survey of college students who were expected to

graduate in 1961 (Goldin 2022). The first wave of the survey was conducted prior to graduation

and follow-up waves were conducted for the subsequent 3 years. The 1964 follow-up wave included

a women’s supplement, which asked women a variety of questions regarding gender roles, including

their expectations of working in the future.1 I focus on women who attended universities, liberal

arts colleges, and teacher colleges.

Finally, I use the General Social Survey (GSS) to document a correlation between women’s

occupational sorting and their own attitudes toward mothers working (Davern et al. 2025). This is

a cross-sectional data set, which includes respondents’ attitudes on social questions as well as basic

demographic and economic information, including employment and occupation. I use the 1977 wave,

which is the first year in which respondents were asked about their attitudes regarding whether

mothers should work. I keep working-age employed individuals in the sample.

2.1 Classification of Occupational Tasks

To determine the task content of occupations, I take the 1980 task measures from Autor and

Dorn (2013), which, for a set of 331 occupations harmonized across Census years, provide a score

of routine, abstract, and manual tasks based on the Department of Labor’s 1977 Dictionary of

Occupational Titles (DOT). For each occupation and for each task, the score is on a scale from 0 to

10, and captures the level of complexity of representative subtasks in DOT. While there are many

detailed occupation tasks listed in DOT, the literature has settled on the average score of “set limits,

tolerances, and standards” and “finger dexterity” as reflecting routine task complexity. Abstract

task complexity is captured by the average score of “direction control and planning” and “GED

math,” while manual task complexity is captured by the score for “eye-hand-foot coordination.”

For each Census occupation o, I calculate the j task share as:

OccTaskSharejo =
TaskScorejo∑

m∈{R,A,M} TaskScore
m
o

(1)

where TaskScorejo is Census occupation o’s task score for j ∈ {M, R, A}, denoting manual, routine,

or abstract. As can be seen in equation (1), the task shares for R,A, and M sum to 1 within

1While the full sample of Great Aspirations consists of around 35,000 individuals, approximately 8,000 women
responded to the 1964 supplement.
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occupation.

While the underlying task scores do not have a cardinal interpretation, they are widely used

in the literature to classify occupations and document trends in employment (see discussion in

Acemoglu and Autor 2011). Moreover, my goal in this paper is to decompose the observed change

in the task content of employment over time, rather than speak to the levels. The occupation task

shares are fixed at the 1980 level; thus, for the following analysis, any change in the overall task

content of work stems from changes in the occupational distribution of employment.2

3 Motivating Facts

In this section, I document four descriptive facts. These serve to motivate the model, which

follows in Section 4.

Fact 1: Women’s life-cycle labor force attachment shifted from intermittent to continu-

ous with the Quiet Revolution.

As evident in Figure 2, women born before approximately 1950 worked intermittently, while those

born after 1950 started working continuously over the life cycle. A key reason that women worked

intermittently in the past was child-rearing; factors like social norms and childcare availability led

women with young children to drop out of the labor force in the past, although they often re-entered

later in life. Indeed, the key statistic of the Quiet Revolution that Goldin (2006) emphasizes is LFP

of women with a child under the age of 5, which grew from 29% to 59% between 1970 and 1990.

Importantly, prior to the Quiet Revolution, women expected and planned for an intermittent

work horizon over their life cycle—even highly educated women. Table 1 reports the share of

college-educated women in the 1964 wave of Great Aspirations who expected to work or not to

work in each future phase of life. There is a clear U-shape in expected LFP, tied strongly to the

presence and age of children. After marriage but before children, 84% of these women expected to

work. However, once women would have a child under the age of 5, the vast majority (over 60%)

expected not to work (not even part-time). Once the youngest child would be in elementary school

or beyond, the majority again expected to work.

Fact 2: The shift from routine to abstract work was larger among women than men.

The decline in routine work and rise of abstract work since 1970 are trends that have been

driven by women; for men, employment has shifted much less across these categories. To document

this, I assign each of the 331 occupations from Autor and Dorn (2013) to percentiles of routine,

abstract, and manual task share, weighting by 1970 employment. I hold the task percentiles for

each occupation fixed thereafter. By construction, the mean percentile for each task in 1970 is

approximately 50 for the aggregate labor force.3

2A limitation of my analysis is that I do not account for changes in job tasks over time. Although some research
documents within-occupation task change, differences in the construction and scaling of task measures across DOT
and O*NET make such changes difficult to measure systematically over long periods.

3I use percentiles to follow Autor, Levy, and Murnane (2003) in documenting these trends, although the same
qualitative patterns emerge if I instead use the mean of the occupation task shares themselves.
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Table 1: Share Expecting to Work or Not Work in Future Life Phases

Work Not Work Unsure

After marriage, before children 0.84 0.12 0.04
Between pregnancies 0.25 0.61 0.14
Youngest child under 3 0.21 0.69 0.10
Youngest child 3-5 0.25 0.63 0.12
Youngest child 6-12 0.53 0.31 0.15
Youngest child in high school 0.64 0.16 0.20
All children working/married 0.65 0.09 0.26

Notes: This table reports the results of Question 60 of the Woman’s Role supplement to the 1964 wave of the Great Aspirations
survey. The number of individuals responding for each phase of life varies slightly due to the survey implementation; for each
row in the table, the number of respondents ranges from 7744 to 7846. The column “Work” shows the share of respondents who
report they expect to work (either full-time or part-time), while the column “Not Work” shows the share who expect not to
work. The final column shows the share who said they were unsure.

Figure 3 illustrates trends in the mean task percentiles of employment over time, for the aggregate

labor force as well as separately by gender. An increase in the mean percentile for a given task

means employment has shifted on average toward occupations which are more intensive in that

task. The task percentiles for each occupation are held fixed over time, so any change in the mean

percentile reflects changes in the distribution of employment across occupations.

Figure 3: Mean Task Percentile of Employment Over Time
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Notes: Each panel shows the mean task percentile of employment among 18-55 year-olds, on aggregate and separately by
gender, across Census and ACS years. Occupations are assigned a task percentile based on the 1970 aggregate distribution of
employment. These percentiles are held fixed within-occupation over time. By construction, the mean task percentile for the
full labor force (black line) is approximately 50 in 1970.

Several patterns emerge in Figure 3. The decline in routine work and rise of abstract work on

aggregate are pronounced, while there has been less change over time in manual work. Conditioning

on gender, there are level differences: women are more likely than men to be in routine occupations,

and less likely than men to be in manual occupations. However, there are also gender differences

in the trends: routine employment has fallen more precipitously among women than among men.

At the same time, women experienced rapid growth in the abstract intensity of their employment,
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surpassing men in the abstract task intensity of their work. Overall, the pattern of reallocation of

employment from routine occupations toward abstract has been stronger among women.

To understand the role of women in accounting for the trends in the black aggregate lines in

Figure 3, one needs to consider not only changes in male and female occupational sorting (the blue

and pink lines), but also extensive-margin LFP, which determines the weights on men and women.

Assuming equal population masses, the aggregate mean task percentile for j ∈ {R,A,M} is:

Aggregate Mean Pctj =
Fem LFP× Fem Mean Pctj + Male LFP×Male Mean Pctj

Fem LFP + Male LFP

Using this equation, I decompose the change in the aggregate mean task percentiles between

1970 and 2010 through two counterfactuals, displayed in Table 2. Under the first counterfactual,

I allow only male outcomes to change, both LFP and occupational sorting. This alone generates

about one third of the decline in routine and rise of abstract employment on aggregate. When I

additionally allow female LFP to change—meaning only women’s occupational sorting is held fixed

at the 1970 level—this undoes some of the change; the reason is that it increases the weight on

women, but they have a higher baseline routine mean task percentile. This exercise underscores a

critical role for changes in women’s occupational sorting in accounting for the decline of routine

employment and the rise of abstract employment over this period, although the decomposition is

conducted in partial equilibrium.

Table 2: Decomposition of the Change in Aggregate Mean Task Percentile, 1970–2010

Routine Abstract Manual

Observed ∆Agg Mean Pctj -0.080 0.080 -0.008

Male LFP and Mean Pct Only -0.024 (30%) 0.023 (29%) -0.002 (26%)
+ Female LFP -0.010 (12%) 0.017 (22%) -0.010 (138%)

Notes: The first row shows the observed change in the employment-weighted mean percentile for each task, where occupations
are assigned to a task percentile based on the 1970 distribution of employment, which corresponds to the black lines in Figure 3.
The counterfactual “Male LFP and Mean Pct Only” allows only male LFP and occupational employment shares to evolve. The
second counterfactual additionally allows female LFP to evolve, but keeps female occupational employment shares fixed.

Fact 3: Women’s own social norms are correlated with sorting into abstract task-

intensive jobs.

Fact 3 suggests a link between Facts 1 and 2, using cross-sectional variation in markers of work

horizon and occupational sorting. Given the central role of child-rearing in women’s historical

intermittent life-cycle LFP, I use women’s attitudes toward maternal employment in the GSS as a

proxy for expected work horizon; the underlying assumption is that a woman who reports progressive

views on working mothers is more likely to have a continuous work horizon than a woman with

traditional views. This assumption rests on the argument of Goldin (2021) that social norms are a

key driver of the Quiet Revolution, as well as a large body of evidence of a causal effect of norms
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on the rise of LFP of mothers and, by extension, the increase in women’s life-cycle labor force

attachment (Fernández, Fogli, and Olivetti 2004; Fernández and Fogli 2009; Fogli and Veldkamp

2011).

I restrict the 1977 cross section to employed individuals aged 22-65. I generate an indicator

variable for a progressive response to a question which asked whether those surveyed agreed with the

statement: “A working mother can establish just as warm and secure a relationship with her children

as a mother who does not work.” The variable Progressivei takes the value 1 for respondents

who say they “agree” or “strongly agree.” I regress the occupation task j share for individual i on

Progressivei, as in equation (2):

OwnTaskShareji = α+ β0Progressivei + β1Xi + ϵi (2)

where OwnTaskShareji is the j ∈ {M,R,A} task share of i’s occupation (i.e., OccTaskSharejo

when individual i is in Census occupation o), while Xi is a vector of control variables, including

race, decade of birth, marital status, and presence of children under 6 in the household. The results

from this regression are shown in Table 3. Each column uses a different task share as the outcome.

Table 3: Correlation between Social Norms and Occupation Task Share

Abstract Routine Manual Abstract Routine Manual
(1) (2) (3) (4) (5) (6)

Panel A: Women

Progressive 0.0892*** -0.0600** -0.0292 0.0669*** -0.0418 -0.0251
(0.0254) (0.0264) (0.0193) (0.0240) (0.0262) (0.0191)

Education Controls No No No Yes Yes Yes

Dep Var Mean 0.316 0.557 0.126 0.316 0.557 0.126
R-sq 0.0824 0.0445 0.0617 0.176 0.102 0.0681
N 353 353 353 353 353 353

Panel B: Men

Progressive 0.0274 -0.0222 -0.00516 -0.00178 -0.00792 0.00970
(0.0263) (0.0212) (0.0179) (0.0231) (0.0206) (0.0170)

Education Controls No No No Yes Yes Yes

Dep Var Mean 0.359 0.460 0.181 0.359 0.460 0.181
R-sq 0.0396 0.0313 0.0438 0.223 0.0985 0.149
N 435 435 435 435 435 435

Notes: Estimated regression coefficients from equation (2). The sample is a cross section of employed individuals aged 22-65 in
the 1977 GSS. Panel A uses women, while Panel B uses men. Columns (1) to (3) do not control for education, while columns
(4) to (6) do. “Progressive” is an indicator for respondents who said they “agree” or “strongly agree” with the statement: “A
working mother can establish just as warm and secure a relationship with her children as a mother who does not work.” Standard
errors are reported in parentheses. ∗ indicates significance at p < 0.10, ∗∗ indicates significance at p < 0.05, and ∗∗∗ indicates
significance at p < 0.01.
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Panel A presents the results for women. Columns (1), (2), and (3) show the estimated β0 from

equation (2). There is a positive correlation between a woman’s progressivity toward working

mothers and her entry into abstract and out of routine occupations. This is consistent with the

hypothesis that a woman’s work horizon matters for the type of work she performs.

These results indicate merely a correlation and I do not interpret them as a causal relationship.

However, one might dispute that the channel through which the correlation operates is work horizon;

perhaps attending college makes women more progressive and enables them to access abstract jobs.

In columns (4)–(6), I control additionally for education. While this slightly reduces the magnitude

of the estimated coefficient on the progressive indicator, a positive correlation remains between

progressivity and abstract task content. Norms are thus related to female occupational sorting

independently of education, strengthening the work horizon interpretation. Moreover, education

may be a bad control as it is also likely affected by work horizon: a woman expecting to leave the

labor force when her children are young is unlikely to invest in medical school, for example.

Another concern may be that high-skill workers are simply more progressive in general. To

mitigate this concern, I repeat the regression using the sample of employed men. The results are

shown in Panel B of Table 3. There is no correlation between male views on the acceptability of

working mothers and their occupational sorting. This indicates that the correlation documented in

Panel A operates through a channel that uniquely affects women, such as expected work horizon.

The Supplemental Appendix exhibits several robustness checks. Table S1 shows a correlation

between occupation tasks and progressivity using an alternative measure of maternal work norms

from the GSS. Table S2 shows that the same qualitative pattern holds when the outcome is the

occupation task percentile instead of the task share. Table S3 uses a smaller and younger sample of

women who do not have children, to mitigate the concern of ex post rationalization bias.

Fact 4: Abstract task-intensive occupations feature greater life-cycle income growth

and are associated with higher human capital investments.

The final motivating fact provides an economic reason why women’s work horizon would be

related to entry into non-routine abstract occupations: they differ from other types of work in

human capital dynamics, such as life-cycle income growth and required educational investments. I

document that this was true even in 1970, before widespread automation technology is thought to

have changed the nature of work. The implication is that abstract occupations are more compatible

with a continuous work horizon.

First, to illustrate differential income growth over the life cycle in abstract, routine, and manual

occupations, I use 1970 Census data, keeping employed men aged 22 to 54 who worked at least

48 weeks and 35-48 hours per week in the previous year.4 I define 7 age bins spanning the range,

denoted B. I regress the log of each respondent’s annual pre-tax wage and salary income on his

occupation-specific task share for routine, abstract, and manual tasks, in addition to an interaction

4I start at age 22 to avoid bias in reported income due to college attendance.
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of each task share with an indicator variable for age bin. The regression equation is:

ln(income)i =
∑

j∈{A,R,M}

βj ·OwnTaskShareji

+
∑

j∈{A,R,M}

∑
b∈B

Γj,b · 1{AgeBini = b} ×OwnTaskShareji + ϵi
(3)

whereOwnTaskShareji is the j ∈ {M,R,A} task share of individual i’s occupation and 1{AgeBini =
b} is an indicator for individual i being in age bin b. The β coefficients on the uninteracted task

share terms capture differences in the levels of income for occupations with different task intensities,

whereas the age- and task-specific coefficients Γ capture the growth in income for each age bin,

relative to a baseline age (the youngest).

The estimated Γ coefficients are plotted in Figure 4. These show income growth over the life

cycle by occupation task content. For example, ΓR,b shows how much higher income is for someone

at age b relative to the youngest age bin, in the hypothetical “extreme” occupation which involves

only routine tasks. Income rises most strongly with age in abstract-intensive occupations. Both

manual and routine tasks are associated with flatter life-cycle income profiles.

Figure 4: Income Growth with Age by Occupation Task Share
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Notes: This figure plots the estimates of Γj,b from the regression specified in equation (3). The youngest age bin is omitted
due to collinearity. The sample consists of employed men aged 22 to 54 who worked at least 48 weeks and 35-48 hours per week
in the previous year from the 1970 Census. Following Hsieh et al. (2019), I keep top-coded observations, but drop observations
with annual labor income less than 1000 in 2010 dollars.

Abstract occupations not only exhibit greater life-cycle income growth, but also employ sub-

stantially more educated workers, suggesting differences in educational requirements or returns

across occupation types. Table 4 shows the mean occupation task share for employed individuals

aged 22-55 by educational status in the 1970 Census. College-educated workers tend to work in

occupations with higher abstract task content and lower routine and manual task content, compared

to non-college workers.
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Table 4: Mean Occupation Task Share by College Attainment

Abstract Routine Manual

Non-College 0.29 0.55 0.17
College 0.56 0.34 0.10

Notes: This table reports the mean task share of occupations for employed individuals aged 22-55 in the 1970 Census, including
both men and women. College workers are defined as having at least four years of college education.

These patterns together suggest that abstract occupations are associated with higher income

growth over the life cycle as well as heavier human capital requirements, such as a college degree.

Such occupational skill dynamics will feature prominently in my model, which follows next, and

form the key channel through which the Quiet Revolution shifts female employment away from

routine jobs and toward abstract jobs.

4 Model

The model builds on the framework of Hsieh et al. (2019), a life-cycle Roy model of occupational

choice with human capital investment. I add two features: (1) female LFP varies over the life cycle,

and (2) occupations differ in human capital dynamics. The labor-demand side of the model allows

for technological change to shift the relative demand for different occupations.

4.1 Labor Supply

Overlapping cohorts consist of adult men and women, in equal proportion, who live for three

working periods of equal length. These periods represent the typical phases of life: young and single,

married with young children, and older married. This stylized structure enables concise derivation

of the implications of the Quiet Revolution, which are highlighted in Propositions 1 and 2. However,

in the calibrated quantitative model that follows in Section 5, I allow for fertility to occur in any of

the three model ages, as this is a more realistic representation of women’s life cycles as observed in

the data. Equations for the generalized model are shown in Appendix A.1.

Individuals are born with a 4-dimensional innate skill vector ϵ ∼ G(.), comprised of skill in the

market occupations, manual (M), routine (R), and abstract (A), as well as the home sector H,

which provides an extensive margin of LFP. Cohorts observe wages in the period in which they enter

the labor market (period 1), and form an expectation of what wages will be in the latter two periods

of life (periods 2 and 3). For simplicity, I assume they have myopic expectations over wages and

expect to face the same occupation-specific wages as in period 1 throughout their entire lives. Given

skills and wages, individuals make two simultaneous choices in period 1 before starting to work: (1)

a discrete occupation choice j ∈ {H,M,R,A}; and (2) a continuous human capital investment h.

They then proceed deterministically through the periods of life in their chosen occupation. Each

period, workers consume their labor income; there are no savings or assets in the model. The

per-period utility function is logarithmic.

Notation follows the convention that cohorts are denoted by c, calendar time/year by t, and

age/life period by a. Let t(c, a) denote the calendar year in which cohort c is age a. Occupations
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are denoted j.

4.1.1 Gender Differences

There are four gender differences in the model. The first is that women face an intermittent

work horizon, while men do not. There is some probability, represented by parameter ρcw > 0 for

cohort c, that women will be unable to work in the market in the second period of life (i.e., that

associated with childbearing). The realization of this shock is unknown ex ante, though women

know the probability ρcw associated with their cohort. By contrast, men never leave the labor force

in period 2, meaning ρcm is effectively 0 for all cohorts. A decrease in ρcw will capture the Quiet

Revolution. For simplicity, I will drop the gender superscript and refer to ρcw as ρc.

Second, women and men may differ in innate productivity in the three market occupations; these

productivity differences are assumed to be constant across cohorts and time. For j ∈ {M,R,A},
women’s innate skill ϵj is multiplied by a scalar awj , while men simply have ϵj (i.e., amj = 1 ∀
j). This generates a difference in both absolute and comparative advantage of women vs. men in

market occupations. There are no productivity differences in the home sector, so amH = awH = 1.5

Third, women face a wage gap relative to men in each market occupation, which may evolve over

time. Following Hsieh et al. (2019), this is captured by a “tax” that women pay on the wage per

efficiency unit. While men earn wj,t in occupation j at time t, women earn (1− τwj,t)wj,t. There is

no wage gap in the home sector (i.e., τwH,t = 0 ∀t). All women working at a given point in time t

experience the same wage gap; that is, the wage gap is not cohort or age-specific.6

Finally, men and women derive nonmonetary utility from working in the different market

occupations and home sector, which is added to their per-period log utility of consumption. Workers

of gender g receive extra utility of log(bcgj) each period they work in sector j ∈ {H,M,R,A}. These
preferences are cohort-specific and enable the calibrated model to exactly match average cohort

occupational employment shares.

4.1.2 Human Capital Dynamics

A worker’s efficiency units in occupation j at age a, ℓj,a, evolve over the life cycle according to

three skill dynamics, which differ across the market occupations. The skill dynamics are:

1. Required human capital investments (ϕj): Individuals choose how much to invest in human

capital h before they start working. Efficiency units in the chosen occupation in period 1

become ℓj,1 = ϵje
hη, where η governs the returns to education, akin to a Mincer coefficient, and

η ≥ 0. However, acquiring h imposes a utility cost of hζ

ζϕj
with ζ > 1 and ϕj > 0. Occupations

differ in ϕj , with high values implying large required investments in human capital.

2. Returns to experience (γaj): A worker who performs occupation j at ages a− 1 and a will

see his or her efficiency units in that occupation multiplied by γaj ≥ 1 between these periods.

5I make this assumption because there is no income observed in the home sector to identify productivity differences.
However, I allow gender differences in nonmonetary preferences to enter the home sector.

6Age 1 women have myopic expectations over future wage gap terms, to be consistent with expectations of wages
over the life cycle.
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Formally, ℓj,a = γajℓj,a−1 if working at a − 1 and a. (Note that there are two γ’s for each

occupation j, γ2j and γ3j , to allow different returns to experience between ages 1 and 2 and

between ages 2 and 3.)

3. Skill depreciation (δj): A worker who is not in the labor force for a period will lose efficacy in

their chosen occupation. Effective skills are scaled down by factor (1− δj) upon returning to

work, with δj ∈ [0, 1]. Formally, ℓj,a = (1− δj)ℓj,a−1 if the worker did not work at a− 1.

Anticipating the calibration results below, and consistent with the motivating evidence, I find

that the A job features stronger skill dynamics along all three dimensions than the R or M jobs. I

assume H does not feature skill dynamics (i.e., ϕH = 0, γH = 1, and δH = 0). As such, a worker’s

efficiency units at home are fixed at ℓH,a = ϵH for all a.

4.1.3 The Workers’ Problem

An individual from cohort c born with innate skills ϵ = {ϵM , ϵR, ϵA, ϵH}, anticipating a period

2 interruption with probability ρ, and observing wages per efficiency unit across occupations

wt(c,1) = (wH , wM , wR, wA), solves the problem:

max
j∈{H,M,R,A}

{
max
h≥0

log
(
(1− τgj)wjagjϵje

hηbgj

)
︸ ︷︷ ︸

Period 1

− hζ

ζϕj︸︷︷︸
Investment

+ (1− ρ)
(
log
(
(1− τgj)wjagjϵje

hηγ2jbgj

)
+ log

(
(1− τgj)wjagjϵje

hηγ2jγ3jbgj

))
︸ ︷︷ ︸

Work Continuously

+ ρ
(
log(ϵHbgH) + log

(
(1− τgj)wjagjϵje

hη(1− δj)bgj

))
︸ ︷︷ ︸

Work Intermittently

}
(4)

where the outer maximization captures the discrete choice across occupations, while the inner

maximization captures the continuous choice of skill investment within the chosen occupation. Time

subscripts are omitted for w and τ due to the expectations assumption, while cohort superscripts

for ρ and bgj are omitted for ease of exposition. The home sector wage is normalized as wH = 1.

Notice that in equation (4), with probability 1 − ρ, a worker works in periods 2 and 3, and

accumulates experience (γ). However, with probability ρ, a worker stays at home in period 2 and

re-enters the labor force in period 3, therefore incurring depreciation (δ).

The shares of men and women in a cohort c who initially choose each occupation j are denoted

πcmj and πcwj , respectively. Note that while 1− πcmH gives the LFP rate for men, the same is not

true for women, because a share ρ of the women who pick j ∈ {M,R,A} will be out of the labor

force for period 2 only. 1− πcwH is the share of women in cohort c who ever work, and is weakly

greater than female LFP observed at a given point in time.
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4.2 Labor Demand

A representative firm produces a numeraire final consumption good, Y , by hiring labor input

across the three market occupations. Aggregate efficiency units of labor across the three market

occupations are denoted M,R, and A. Factor markets are perfectly competitive. Efficiency units of

labor in different occupations combine in a nested CES production function. Male and female labor

are perfect substitutes within each occupation.

The outer nest of the production function is:

Y = Z
(
A
λ−1
λ + ZMM

λ−1
λ + R̃

λ−1
λ

) λ
λ−1

where A and M are the total efficiency units of labor in abstract and manual jobs, while R̃ is total

routine tasks, defined below. The parameter Z captures total factor productivity, while ZM denotes

the relative productivity of M occupations compared to A.

The routine tasks R̃ are in turn produced according to:

R̃ =
(
R
ψ−1
ψ + C

ψ−1
ψ

) ψ
ψ−1

with ψ > 1

where C denotes a technology which substitutes for routine labor (“computers”) and R is total

efficiency units of routine labor. The cost of computers in terms of final output is denoted pC , which

is exogenously given and represents the state of automation capabilities. All else equal, a decline in

pC reduces relative demand for R workers by providing a cheaper substitute.

As factor markets are perfectly competitive, the representative firm takes wages wj for j ∈
{M,R,A} as well as pC as given and chooses labor and computers to maximize net output Y −pC×C.

The technology parameters pC , Z, and ZM vary over time.

4.3 Definition of Equilibrium

An equilibrium consists of a sequence of wages {wt}t where wt = (wHt, wMt, wRt, wAt), worker

occupation choices and human capital investment, and firm input choices {Mt, Rt, At, Ct}t such
that, in every calendar period t:

1. the cohort entering the labor market chooses its occupations and human capital investments

optimally, given cohort-specific primitives, current wages and wage gaps, and expectations of

future wages and wage gaps;

2. previously entered cohorts supply labor according to their predetermined occupation and

human capital investment, accumulated experience, and current participation status;

3. firms hire efficiency units of labor and purchase computers optimally given current wages and

pC,t; and

4. labor markets clear in each market occupation.
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In the quantitative exercise which follows in Section 6, the economy is initialized in a steady

state in which the relevant primitives are constant across time and cohorts. Starting from this

steady state, changes in time- and cohort-specific primitives generate a transition path, simulating

the U.S. economy between 1970 and 2010.

4.4 Implications of the Quiet Revolution

In this subsection, I show how women’s work horizon interacts with human capital dynamics to

shape the educational investments and occupational sorting of women, relative to men.

4.4.1 The Quiet Revolution Increases Women’s Human Capital Investments

Given the properties of the log utility function, the human capital investment problem in equation

(4) can be simplified to:

max
h≥0

(3− ρ)ηh − hζ

ϕjζ

Proposition 1. The optimal choice of human capital is:

h∗(ϕj , ρ) = ((3− ρ)ηϕj)
1
ζ−1 (5)

For any given ϕj > 0, the optimal human capital choice is strictly decreasing in ρ.

Proof. See Appendix A.2.

The parameters which influence the optimal choice of skill investment in equation (5) are intuitive:

workers invest more when the utility cost of h is low (low ζ), when the returns to education are

high (high η), and when the given occupation j requires more investment (high ϕj). Additionally,

the expected work horizon matters for the optimal skill investment: workers invest less when they

expect a high probability of not working at age 2 (high ρ).

Intermittency thus implies that women have less effective skill within an occupation than men, due

to lower human capital investment, and this contributes to a gender gap in labor income. Therefore,

as the Quiet Revolution progresses and ρ falls, the gender gap in human capital investment and

income within each occupation falls. Proposition 1 additionally implies that the gender gap in

education investment within an occupation j, h∗(ϕ, 0)− h∗(ϕ, ρ), rises with ϕ. Because h increases

efficiency units of labor by exp(hη), the upshot is that higher ρ makes women less productive

than men due to lower human capital in all occupations, but especially less productive in high ϕ

occupations. As I show next, this is one channel through which the Quiet Revolution shifts women’s

labor supply toward occupations with high education requirements, namely abstract work.

4.4.2 The Quiet Revolution Shifts Women into Dynamic Jobs

Proposition 1 shows that intermittency leads women to invest less in their human capital,

conditional on choosing a given occupation, compared to men, thus generating a gender gap in

effective skill. Next, I show that intermittency also affects the propensity of women to sort across

occupations, relative to men.
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After accounting for the optimal choice of skill investment in equation (5), h∗(ϕj , ρ), the worker’s

problem in equation (4) can be written succinctly as:

max
j∈{H,M,R,A}

(3− ρ) log

(
agjϵj(1− τgj)wjbgjγ

2−2ρ
3−ρ
2j γ

1−ρ
3−ρ
3j (1− δj)

ρ
3−ρ e

η(ζ−1)
ζ

h∗(ϕj ,ρ)
)

where for men, ρ = 0, while for women, ρ ≥ 0. This formulation enables the closed-form derivation

of the occupational sorting condition between any two occupations in partial equilibrium, taking

wages as given. Define γ̃j = γ22jγ3j , the product of returns to experience between ages 1 and 2 (γ2j)

and between ages 1 and 3 (γ2jγ3j). A worker of gender g prefers occupation j over occupation k if
ϵj
ϵk

≥ χg
jk where:

χg
jk =

agkwk(1− τk)

agjwj(1− τj)︸ ︷︷ ︸
Wages Net

of Wage Gaps

×
bgk
bgj︸︷︷︸
Pref.

×
(
γ̃k
γ̃j

) 1−ρ
3−ρ

×
(
1− δk
1− δj

) ρ
3−ρ

× e
η(ζ−1)
ζ

(h∗(ϕk,ρ)−h∗(ϕj ,ρ))︸ ︷︷ ︸
Human capital dynamics &

intermittency

(6)

That is, for a worker of gender g to prefer j to k, their innate skill in j relative to k must be

higher than the threshold χg
jk. Equation (6) highlights that occupation sorting is based on three

considerations: wages (net of wage gaps), preferences, and human capital dynamics, which interact

with intermittency. The first two considerations are standard in Roy models: occupation j is more

attractive—that is, χg
jk falls, drawing in more workers—when its relative wage or relative preference

term is higher.

The third consideration, human capital dynamics, is novel to this paper and forms the channel

through which intermittency affects occupational sorting. As can be seen in equation (6), ρ affects

χg
jk, but only if occupations j and k differ in at least one skill dynamic parameter: γ̃, δ, or ϕ. This

means that if occupations differ in skill dynamics and men and women face different ρ, they will

sort differently across occupations, even absent gender differences in productivity, preferences, or

wage gaps. By contrast, if occupations do not differ in skill dynamics, then intermittency does not

impact the occupational sorting of women versus men.

Proposition 2. Suppose occupation j is more dynamic than occupation k, that is, γ̃j ≥ γ̃k, δj ≥ δk,

and ϕj ≥ ϕk, with at least one inequality holding strictly. Then, χg
jk increases with ρ, holding wages

and all other parameters fixed.

Proof. See Appendix A.3.

The intuition behind Proposition 2 is that when women face ρ > 0, they are more or less sensitive

to differences in skill dynamics across occupations, all else equal, and thus enter different occupations

than men do. The resulting gender difference in the relative attractiveness of occupations is intuitive.

While χg
jk rises with γ̃k

γ̃j
, meaning workers prefer occupations with high returns to experience, all

else equal, it rises less when ρ is high. This reflects the fact that when women expect that they will

not be able to accumulate returns to experience, they put less value on this characteristic of an
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occupation. The same pattern emerges for occupational differences in education requirements ϕ,

as can be seen from the h∗(ϕk, ρ)− h∗(ϕj , ρ) term in equation (6), but the opposite happens with

depreciation: as men face no risk of leaving the labor force and incurring depreciation, they do not

care about occupational differences in δ (i.e., δ does not affect χm
jk). However, when ρ > 0, a high

1−δk
1−δj

raises χw
jk. Intermittency leads women to prefer low δ occupations, all else equal, because they

risk losing their effective skills.

4.5 Interpretation of ρ

In the model presented here, ρ captures women’s expected intermittency. For expositional

simplicity, this combines two probabilities: that of having children, and that of leaving the labor

force, conditional on having children. In the quantitative model which follows in Section 5, I separate

fertility from conditional intermittency and discipline both with data. Changes in fertility capture

forces such as access to contraception, while changes in LFP conditional on having children capture

forces such as social norms, childcare availability, and parental leave. I show in Section 6 that the

latter component is the dominant driver of the increase in women’s work continuity during the

Quiet Revolution.

I treat ρ as exogenous in that women do not choose whether to remain in the labor force or

not after having children. Rather than explain why the Quiet Revolution occurred, I take changes

in women’s life-cycle LFP as given and ask how they affect occupational sorting and equilibrium

outcomes. This shuts down selection into work after childbirth. However, I show in Section 5.4

that, within cohorts, working women with and without children have similar occupational task

distributions, suggesting that this selection margin is not first order in accounting for aggregate

trends.

For the quantitative exercise, I also treat the evolution of ρ as exogenous to technological change

in production. While I do not take a stance on long-run determinants of cultural change, this

assumption simply means that automation was not the proximate cause of the Quiet Revolution.

The counterfactual simulations require that technological change could conceivably have proceeded

without corresponding changes in social norms, access to the Pill, or institutions.

However, one possible threat to this assumption would be if routine-substituting technological

change directly reduced intermittency by making work more flexible. In that case, part of the

calibrated decline in ρ would itself reflect technology. In the Supplemental Appendix (Table S4), I

show that the share of employed mothers working part-time does not rise over the period 1970–2010

and actually declines substantially among college-educated mothers. Although this does not rule

out other forms of flexibility, it suggests that the observed decline in intermittency is not due to

flexible part-time work.

5 Calibration

I calibrate the model to match aggregate U.S. data between 1970 and 2010. The life periods in

the model are mapped to ages 23-32, 33-42, and 43-52. I consider five cohorts, corresponding to

birth years 1938-47, 1948-57, 1958-67, 1968-77, and 1978-87. The initial steady state corresponds to
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1970 and assumes that all coexisting cohorts have primitives identical to those of the 1938-47 cohort.

Following Hsieh et al. (2019), skills ϵ = {ϵM , ϵR, ϵA, ϵH} are drawn from an i.i.d. multivariate

Fréchet distribution G(.) with shape parameter θ, location parameter 0, and scale parameter 1:

G(ϵ) = exp

−
∑
j

ϵ−θ
j


The quantitative model is enriched relative to the simple model presented in Section 4 in two

ways to more realistically reflect women’s life cycles. First, it allows fertility to occur in any period.

Each cohort c has a probability f ca of having a young child in each of the model ages a ∈ {1, 2, 3}.7

The model thus captures changes in both fertility and fertility timing across cohorts. Second, the

probability of dropping out of the labor force conditional on having a young child differs by cohort

and age. Each cohort has a ρca specific to each age a, which I call conditional intermittency. Together,

f and ρ shape variability in life-cycle LFP: the probability that a woman leaves the labor force at

age a is f ca × ρca. I call this effective intermittency and label it ρ̃ca.

There are three sets of parameters to calibrate: fixed, time-specific, and cohort-specific. The

fixed parameters consist of the production elasticities of substitution (λ, ψ), the skill distribution

parameters (θ and awj for j ∈ {M,R,A}), and the skill dynamics parameters (η, ζ, ϕj , γ2j , γ3j , δj

for j ∈ {M,R,A}). The time-specific parameters consist of the technology parameters (Z, ZM ,

pC) as well as the gender wage gap (τwj for j ∈ {M,R,A}). The cohort-specific parameters

comprise gender-specific occupation preferences (bcwj , b
c
mj for j ∈ {H,M,R,A}) as well as fertility

and intermittency (f ca, ρ
c
a).

I calibrate the model in two stages. First, I set some parameters externally using values from the

literature. Second, I discipline the remaining parameters using empirical moments from the data.

The model structure provides in most cases a one-to-one mapping between a particular empirical

moment and an unknown parameter; I outline the mapping below.

5.1 Data

The calibration uses data from the decennial Census from 1970 to 2000 as well as the ACS

for 2010 and 2019, which provide LFP, occupation employment shares, educational attainment,

and income.8 In addition, to calibrate the parameters which govern fertility and intermittency

for women, I use the CPS Annual Social and Economic Supplement (ASEC) for 1963-2024 and

Fertility Supplement for 1976-2024. From all data sources, I keep civilians aged 23-52 from nonfarm

households and construct synthetic cohorts by birth decade from 1938-47 to 1978-87.

Since the model does not permit occupation switching, I calculate average occupation employment

shares across all ages for each cohort and gender, giving an empirical counterpart to πcgj for g ∈ {m,w}
and j ∈ {H,M,R,A} in the model. One challenge is that in the model, occupation choice is discrete

7I assume a woman experiences fertility in at most one period of her life.
8The terminal period for the model is 2010, but I retain the 2019 ACS to get data for the 1978-87 cohort for model

period 2 and the 1968-77 cohort for model period 3. I use 2019 in lieu of 2020 due to the COVID-19 disruption.
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across manual, routine, and abstract, while in the data, occupations consist of varying shares of these

tasks. To map the model to the data, I calculate “task employment shares” from the occupation

task shares, weighting by occupation employment shares in the Census:

TaskEmpSharej =
∑
o

OccTaskSharejo ×OccEmpShareo for j ∈ {M,R,A}

where OccTaskSharejo refers to the manual, routine, or abstract task share of Census occupation o

from Autor and Dorn (2013), while the OccEmpShareo is the share of employed individuals in o. I

convert these task employment shares into task population shares by accounting for the extensive

margin. Again pooling all ages for each cohort, I calculate average LFP for all men as well as for

women without a child under age 5 ; these correspond to (1− πcmH) and (1− πcwH).9 I multiply the

task employment shares by these average LFP rates for each cohort and gender to obtain the share

working in each type of task, implicitly assuming the task content of individuals who are out of the

labor force is 0 for all three tasks. This procedure gives an empirical counterpart of the populations

shares πcgj for g ∈ {m,w} and j ∈ {H,M,R,A}.
To measure education in the data, I use years of schooling after grade 10, when legal requirements

to attend school typically end. I assign individuals with grade 10 or less a value of 0 and increase

this value by 1 for every year of education up to 5 years of university.10 I measure educational

attainment for each cohort at ages 33-42, by which age formal schooling is typically complete.

When calculating statistics based on labor earnings, I restrict the sample to employed individuals

who worked 48+ weeks last year and between 35-48 hours per week. I use the variable corresponding

to wage and salary income, convert it to real income in 2010 dollars, and drop observations with

annual real income below 1000.11

Finally, using CPS ASEC and the Fertility Supplement, I calculate for women in each cohort:

the share who have ever had a child by age 43− 44; the share who have a child under the age of 5

in each age bin; and the LFP rate in each age bin, separately by child presence. These statistics

inform the fertility f ca and intermittency ρca parameters, as explained below.

5.2 Externally Set Parameters

The externally set parameters are outlined in Table 5. I take values of the production elasticity

of substitution between non-routine labor and routine tasks (λ) from Goos, Manning, and Salomons

(2014), and between routine workers and computer technology (ψ) from Eden and Gaggl (2018). I

take the shape of the Fréchet skill distribution from Hsieh et al. (2019), although I explore robustness

of the main results to alternative values of this parameter in Section 6.5.

Determining occupation-specific skill depreciation is challenging, and there are few estimates

9Recall that πcwH is the share of women in cohort c who never work, even when they don’t have a child; variability
in LFP over the life cycle associated with childrearing will be accounted for by ρ.

10The education variable harmonized across Census years gives integer values for years of education up to 5 years of
university, corresponding to a maximum value of education of 7 years post-grade 10.

11Following Hsieh et al. (2019), I include top-coded values when calculating the average income of full-time, full
year workers by age and gender.
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Table 5: Externally Set Parameters

Parameter Meaning Value Source

λ EOS outer nest 0.9 Goos, Manning, and Salomons (2014)
ψ EOS inner nest 2.5 Eden and Gaggl (2018)
θ Fréchet shape parameter 2 Hsieh et al. (2019)
η Mincer return to education 0.08 Acemoglu (2008)

δ1M , δ2M Depreciation in M 0.30, 0.27 Adda, Dustmann, and Stevens (2017)
δ1R, δ2R Depreciation in R 0.05, 0.06 Adda, Dustmann, and Stevens (2017)
δ1A, δ2A Depreciation in A 0.51, 0.24 Adda, Dustmann, and Stevens (2017)
awj Productivity Differences 1 Assumption

Notes: This table outlines the parameters that are set exogenously. Sources for parameter values are provided where applicable.

in the literature, with Adda, Dustmann, and Stevens (2017) providing an important exception.

Although their setting is Germany rather than the U.S., several features of their analysis align

closely with the context of this paper. In particular, they estimate annual skill depreciation rates for

women in their 20s and 30s separately for abstract, routine, and manual occupations and at different

levels of prior work experience. I therefore allow depreciation to vary across ages in the model. I use

their estimates at six years of experience to discipline δ1j , as this approximately corresponds to the

midpoint of period 1. For δ2j , I use their estimates at ten years of experience, the highest experience

level for which they report depreciation rates. Table 5 reports the model-period depreciation rates

implied by these annual estimates. As expected, skill atrophy is high in abstract and low in routine

occupations. Interestingly, depreciation in abstract jobs is highest in period 1 and falls somewhat in

period 2. This captures that interruptions are more costly early in one’s career, and introduces a

role for fertility delay across cohorts making abstract jobs more attractive.

My calibration strategy does not permit separate identification of time-varying wage gaps (τ ’s),

as well as cohort-specific gender differences in productivity (a’s). For the baseline calibration, I follow

Hsieh et al. (2019) and assume no productivity differences between men and women (i.e., awj = 1

for j ∈ {M,R,A} in all cohorts). While the distinction does not matter in partial equilibrium, it

may affect the results in general equilibrium. In Section 6.5, I show sensitivity of the main results to

an alternative calibration which assumes no wage gaps in the terminal period, instead attributing

selection-adjusted earnings differences to innate fixed productivity between men and women.

5.3 Calibrated Parameters

The remaining parameters are calibrated simultaneously to match model moments with their

empirical counterparts, under the assumption of the model being in equilibrium. Table 8 provides a

summary of identification.

5.3.1 Fertility and Intermittency

The effective intermittency women experience over the life cycle is determined by whether and

when they have a child, as well as their LFP conditional on having a young child. I calibrate these

probabilities to match the observed behavior of each cohort. First, I calculate the share of each
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cohort who, by age 43-44, has given birth to at least one child.12 The values are displayed in Panel

A of Table 6. Across cohorts, there is a small decline in the share of women who ever have a child.

Second, I calculate for each cohort the age distribution of when they have a young child. These are

displayed in Panel B. Across cohorts, there has been a shift toward later fertility. Finally, I calculate

conditional intermittency, ρca, which is the probability a mother will leave the labor force, from the

difference in LFP for women with and without children by cohort and age. For example, if cohort

c at age a has a LFP rate of x for women without children and y for women with children, then

ρac = x−y
x . These values are shown in Panel C of Table 6. Across all ages and cohorts, conditional

intermittency plummets over this period.

Table 6: Fertility Probability and Intermittency by Age for Cohorts

Panel A Panel B: Fertility Timing Panel C: Intermittency (ρca)

Cohort Ever Have Child 23–32 33–42 43–52 23–32 33–42 43–52

1938–47 0.88 0.75 0.23 0.02 0.55 0.42 0.28
1948–57 0.83 0.67 0.30 0.03 0.41 0.26 0.19
1958–67 0.81 0.61 0.35 0.04 0.30 0.20 0.17
1968–77 0.85 0.57 0.38 0.05 0.25 0.16 0.15
1978–87 0.82 – – – 0.21 0.12 0.20

Notes: Data are from the CPS Fertility Supplements 1976–2024 (Panel A) and ASEC 1963–2024 (Panels B & C). Panel A
reports the share of women who have ever had a child by ages 43–44. Panel B reports the age distribution of women with a
child under age 5. Panel C reports conditional intermittency, defined within each cohort-age cell as the LFP difference between
women without and with children, divided by the LFP of women without children. The data underlying Panel C are reported in
Table S5. For the youngest cohort (born 1978–87), some cells are incomplete because its members are only ages 37–46 in 2024.
Consequently, the “Ever Had Child” measure and intermittency for ages 43–52 are calculated using only women born 1978–81.

Because the youngest cohort (born 1978-87) has not completed the life cycle, its age distribution

within model periods 2 and 3 is younger than that of earlier cohorts: in 2024, its members are only

37-46 years old. This creates a within-period age bias that complicates comparisons of fertility

timing. I therefore assume the last cohort inherits the fertility timing parameters of the immediately

preceding cohort, born 1968-77. This age bias is likely less consequential for conditional intermittency,

which I calculate for the 1978–87 cohort using the available data.

5.3.2 Human Capital Dynamics

I discipline the remaining human capital dynamics parameters using data aligned with the initial

steady state of 1970 (and the pre-Quiet Revolution cohort born 1938-47). The reasons for this are

two-fold: first, once the economy is on the transition path, observed income growth over a cohort’s

life cycle reflects both human capital accumulation and economy-wide changes in wages induced

by the time-varying technology parameters, making the two difficult to disentangle; and second,

calibrating human capital dynamics to the initial period allows me to isolate the interaction of the

Quiet Revolution with pre-existing, pre-automation differences in human capital dynamics across

occupations, rather than changes in those dynamics over time.

The return to experience parameters are calibrated using income data from men only, because

12I restrict to 43-44 because women of those ages are available consistently in the CPS fertility supplement 1976-2024.
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they accumulate experience uninterrupted, unlike women. I use the 1970 Census cross section and

regress individual i’s log annual income on the task shares of his occupation, plus an interaction

between the task shares and age a ∈ {23− 32, 33− 42, 43− 52}, according to:

ln(income)i =
∑

j∈{A,R,M}

βj ·OwnTaskShareji

+
∑

j∈{A,R,M}

∑
b∈{1,2,3}

Γj,a · 1{AgeBini = a} ·OwnTaskShareji + ϵi
(7)

where OwnTaskShareji is the task j ∈ {M,R,A} share of individual i’s Census occupation and

1{AgeBini = a} is an indicator for the age bin of i. As in equation (3) in Section 3, the coefficients

Γj,a capture income growth over the life cycle by occupation task content j. I back out the model

parameter γ2j from the estimated coefficient Γj,2 as well as parameter γ3j from the estimated

coefficients Γj,2 and Γj,3. Table 7 reports the estimated parameter values for returns to experience

by occupation type. Income growth is faster between ages 1 and 2 than between 2 and 3 for all

occupations. Consistent with Figure 4, abstract occupations feature the highest income growth.

Table 7: Calibrated Values of Human Capital Dynamics

Returns to Experience Education

Occupation γ2j γ3j ϕj

Manual M 1.06 0.94 0.58
Routine R 1.10 0.98 0.56
Abstract A 1.42 1.10 3.26

Notes: This table reports the calibrated human capital dynamics parameters. The returns to experience parameters are
estimated using equation (7) on full-time, full-year employed men in the 1970 Census. For each task j ∈ {M,R,A}, γ2 = exp(Γj,2)
gives income in period 2 relative to period 1, while γ3 = exp(Γj,3 − Γj,2) gives income in period 3 relative to period 2. The
education requirement parameters ϕj are calibrated jointly with ζ to match mean years of schooling by task content for men in
the 1938-47 cohort, together with mean schooling in abstract work for women in the same cohort, using equation (8). Education
is measured as years of schooling beyond grade 10.

In a similar vein, I calculate mean years of education by occupation type after grade 10 for

employed individuals observed at ages 33-42, separately by gender. To do so, I run the regression:

Y earsEdui = βM ·OwnTaskShareMi + βR ·OwnTaskShareRi + βA ·OwnTaskShareAi + ϵi (8)

where OwnTaskShare is individual i’s occupation task share. Since the regression is run without

a constant, the coefficients βM , βR, and βA capture the mean years of schooling by occupation

in the model. I calibrate the human capital requirement parameters, ϕj for j ∈ {M,R,A}, as
well as the convexity of the disutility of schooling parameter ζ to jointly match the mean years of

schooling by occupation for men in the 1938-47 cohort, as well as the mean years of schooling for

women in A from that cohort. The targeted moments are matched exactly. Table 7 reports the ϕ’s;

unsurprisingly, abstract work has the highest educational requirement.

One potential concern with using men to discipline human capital dynamics, particularly returns
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to experience, is that women historically worked in a different set of professional occupations,

such as teaching and nursing, which may have featured less income growth than male-dominated

counterpart professions, such as college professors or doctors. An advantage of using continuous task

measures, rather than a discrete occupation classification as in Cortes, Jaimovich, Nekarda, et al.

(2020), is that they capture this heterogeneity: teachers and nurses are more routine-intensive and

less abstract-intensive than professors and physicians, respectively, even though a coarse discrete

classification might place all four occupations in an abstract category.13 My approach therefore

places greater weight on the lower-return-to-experience routine and manual component for these

traditionally female occupations. The Quiet Revolution was accompanied by a decline in women’s

concentration in such traditional occupations (Goldin 2006).

5.3.3 Wage Gaps, Technology, and Preferences

The remaining parameters are calibrated to match data on income, employment shares, and LFP.

First, the wage gaps τwj,t for j ∈ {M,R,A} are identified from the ratio of mean income earned by

young men vs. young women in each occupation at time t, after accounting for differences in human

capital investments and adjusting for selection on skill.14 As shown in Appendix A.5, this ratio is:

Mean income of young men in j

Mean income of young women inj
=

wjπ
c
mj

− 1
θ eηh

∗(ϕj ,T cm)

wj(1− τwj)πcwj
− 1
θ eηh

∗(ϕj ,T cw)
=

1

(1− τwj)
·
πcmj

− 1
θ

πcwj
− 1
θ

· e
ηh∗(ϕj ,T cm)

eηh
∗(ϕj ,T cw)

where πcgj is the share of gender g in cohort c in occupation j, and T c
g denotes expected years worked,

with T c
w implied by fertility and intermittency. It is related to mean income because of selection on

skill. Table S7 in the Supplemental Appendix reports the wage gap parameters by task and year.

The technology parameters, pC and ZM , are calibrated to match relative mean earnings of age 1

men across the different occupations, given all other labor supply parameters, under the assumption

of the labor market being in equilibrium. The TFP parameter Z is calibrated so the model matches

real GDP per capita.15 All three technology parameters are allowed to vary by year. Table S6 in the

Supplemental Appendix reports the calibrated technology parameters for each year. The real price

of computers pC
Z , which governs automation in the model, falls by one half between 1970 and 2010.

Finally, to calibrate the cohort- and gender-specific occupation preference terms, bcgj for g ∈
{m,w} and j ∈ {H,M,R,A}, I impose that the model matches the average cohort LFP and task

population shares, πcgH , π
c
gM , π

c
gR, π

c
gA, given wages and other parameters. Intuitively, the b’s are

residuals which ensure, after accounting for the economic forces, that the model matches the data

in terms of the share of men and women in each cohort engaged in each occupation type. Table S7

13For example, registered nurses fall in the 56th percentile of occupations (weighted by 1970 employment) for
abstract task content and 53rd for routine task content, whereas physicians are 81st percentile abstract and 26th
percentile routine. Similarly, primary school teachers are 69th percentile abstract and 26th percentile routine, whereas
college subject instructors are 98th percentile abstract and 5th percentile routine.

14I use only labor market entrants to calculate the wage gap in each year as they have not yet accumulated experience
or incurred depreciation of their skills.

15Data are from the U.S. Bureau of Economic Analysis, accessed via the Federal Reserve Bank of St. Louis (FRED
series ID: A939RX0Q048SBEA).
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Table 8: Full List of Internally Calibrated Parameters

Parameter Meaning Value Source

Panel A: Skill Dynamics

γ2j , γ3j Returns to Experience Table 7 Male Income Growth
ϕj Education Requirements Table 7 Education by Occupation
ζ Schooling Disutility 2.11 Gender Gap in Education

Panel B: Labor Supply

ρac Conditional Intermittency Table 6 Female LFP by Child Status
fac Fertility Probability Table 6 Fertility Timing
τj,t Wage Gaps Table S7 Income of Young Women vs. Men
bg,c Nonmonetary Preferences Table S7 Task Population Shares

Panel C: Technology

pC,t Price of Automation Table S6 Male Earnings in A vs. R
ZM,t Manual Productivity Table S6 Male Earnings in A vs. M
Zt Total Factor Productivity Table S6 Real GDP per Capita

Notes: This table presents the full set of internally calibrated parameters and the moments from which they are identified.

in the Supplemental Appendix reports the calibrated values for b.

5.4 Model Fit and Validation

The model replicates several non-targeted moments well, including the evolution of the gender

education gap across cohorts and the income-experience profile for women over time. These moments

are important because they support the key human capital dynamics mechanisms through which

the Quiet Revolution affects occupational choice.

Table 9 shows the gender gap in mean years of education for each cohort, both for the full

population (Panel A) and by abstract task content among the employed (Panel B). The model

generates a 1.06-year narrowing of the aggregate gender education gap across cohorts, compared

with 0.93 years in the data. Although the model reproduces most of women’s educational catch-up,

it does not match the level of the education gap within each cohort as closely. Overall, it is better

suited to explaining the evolution of the gender education gap than its cohort-specific levels, because

education enters the model only by augmenting effective labor market skill; the model abstracts from

other determinants of educational attainment, such as marriage-market incentives and changes in

university admissions policies. However, when I focus on the gender gap in mean years of education

by abstract task content—the occupation type in which education is most salient—the model not

only captures most of the change in the gender gap, but also matches its levels much more closely.

In Table 10, I show cross-sectional income growth with age for women by occupation type

based on equation (7), run for women instead of men. Panel A reports the percent increase in

income by task type from age 1 to age 2, while Panel B reports the percent increase between age

1 and age 3. My calibration did not target income growth with age for women; the returns to

experience were calibrated based on male life-cycle income growth, while depreciation rates were
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Table 9: Gender Gap in Mean Years of Education Across Cohorts

Panel A: Aggregate Panel B: Abstract

Cohort Model Data Model Data

1938–47 -1.172 -0.490 -0.870 -0.870
1948–57 -0.622 -0.136 -0.568 -0.651
1958–67 -0.369 +0.123 -0.411 -0.526
1968–77 -0.260 +0.329 -0.340 -0.226
1978–87 -0.116 +0.443 -0.276 -0.033

Total change +1.057 +0.933 +0.594 +0.837

Notes: Data are from the Census and ACS. Years of education are measured as years completed beyond grade 10, using
observations at ages 33–42. Panel A reports the gender gap (female minus male) in mean years of education for the full
population, by cohort. Panel B reports the female-male difference in βA from equation (8), estimated separately by gender and
cohort. This coefficient captures the mean years of schooling for workers in a hypothetical “purely abstract” occupation. The
1938-47 cohort abstract education gap in Panel B is targeted in the calibration of ϕA and ζ, but all other values are untargeted.

set externally. Nevertheless, the model generates the steepening of the income-age gradient for

women in abstract occupations observed in the data. The mechanism through which this occurs in

the model is increased work experience. The model also captures the flatter income-age profile for

women in routine and manual jobs, although the year-by-year fit is weaker for these occupations,

whose empirical profiles are considerably noisier.

In addition, the model captures aggregate LFP trends for men and women between 1970 and

2010 (Figure 5). This is not directly targeted: the model assigns a common baseline participation

rate to each cohort of men and women (1− πcmH and 1− πcwH), with women deviating from that

rate only when they have children, through ρca. The model’s ability to reproduce the rise in female

LFP between 1980 and 2010 therefore highlights the central role of mothers of young children in

driving participation growth over this period. The model slightly overpredicts female LFP in 1970

because the initial steady state assumes that all women behave as members of the 1938–47 cohort.

In reality, the 1970 economy also included women from earlier cohorts with lower participation rates.

One concern with modeling ρca as an exogenous probability that affects all women equally, rather

than allowing women to make a choice to leave the labor force, is that women in different occupations

may differentially select to work when they have children. For example, the women who enter the

abstract occupation may stay in the labor force due to the returns to continuous work, and thus have

less variability in life-cycle LFP. If this were true, then my model would overstate the contribution

of the Quiet Revolution to the rise of women’s abstract employment. To the contrary, I find little

systematic selection of employed women into abstract vs. routine occupations based on child status

in the data. Figure 6 plots the task employment share for women with a young child against

those without a young child, where each dot is a cohort-age cell. While there is some variability,

the dots lie close to the 45-degree line, meaning working women with and without children tend

to do the same type of jobs. Importantly, the abstract (routine) task employment share is not

systematically above (below) the 45-degree line. This suggests the model with exogenous ρca is a
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Table 10: Cross-Sectional Income Growth Relative to Period 1 for Women by Task Type

Abstract Routine Manual

Year Model Data Model Data Model Data

Panel A: Ages 23–32 to 33–42

1970 5.2 0.0 4.0 4.7 -8.3 -16.0
1980 14.1 14.3 6.9 2.4 -6.0 -4.5
1990 21.6 21.6 4.9 7.3 -3.0 17.0
2000 30.7 26.5 4.0 9.8 2.5 10.7
2010 32.4 36.7 8.7 10.7 4.4 9.0

Panel B: Ages 23–32 to 43–52

1970 12.1 2.0 1.4 9.1 -14.8 -21.2
1980 21.5 10.7 4.2 5.6 -12.7 -15.8
1990 23.7 21.5 2.8 8.0 -12.8 13.1
2000 33.5 31.0 -1.0 15.4 -7.5 28.4
2010 41.9 42.2 2.1 18.2 -1.7 9.4

Notes: Data from the Census and ACS. The values displayed are derived from regressions run following equation (7), but
restricted to full-time, full-year employed women. A separate regression is run for each year. Panel A reports the percent increase
in earnings in age 2 relative to age 1 (formally, exp(Γj,2)− 1). Panel B reports the percent increase in earnings in age 3 relative
to age 1 (formally, exp(Γj,3)− 1).

Figure 5: Aggregate LFP by Year

Notes: Data are from the Census and ACS. Annual LFP rates are calculated separately by gender for individuals ages 23–52,
matching the age range represented in the model.
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reasonable reduced-form representation of the factors which lead women to work intermittently.

Figure 6: Task Employment Shares by Child Status within Cohort-Age Cells
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Notes: Data are from the Census and ACS. Figures plot the task employment share for women with a child under the age of 5
(y-axis) against that for women without a child under the age of 5 (x-axis). Each dot corresponds to a cohort-age cell. Circles
denote ages 23-32, diamonds denote ages 33-42, and triangles denote ages 43-52. The dashed line is the 45-degree line.

6 Quantitative Exercise

Using the calibrated model, I next quantify the role of the Quiet Revolution in occupational

sorting and aggregate outcomes. First, I quantify the intermittency wedge faced by women across

occupations and compare its magnitude with other drivers of gender differences in occupational

sorting, such as wage gaps. Second, I show that the decline in conditional intermittency—the rise

in LFP among mothers of young children—is the dominant component of the Quiet Revolution,

rather than fertility trends, and can explain most of women’s shift from routine to abstract work

between 1970 and 2010 in partial equilibrium. Third, I turn to the main exercise and ask how much

employment would have shifted from routine to abstract work over this period in equilibrium, absent

the Quiet Revolution. Finally, I examine the implications for productivity and assess the robustness

of the main results to alternative model assumptions.

6.1 Quantifying the Intermittency Wedge

My framework allows me to quantify the impact of intermittency on occupational sorting across

cohorts and compare it with the “black box” wage-gap wedge. Recall equation (6), which gives

the relative skill threshold for choosing occupation j over occupation k, χg
jk. I calculate the ratio

χmjH
χwjH

for each market occupation j ∈ {M,R,A}, which measures the attractiveness of occupation j

relative to the home sector for women, compared to men. A value of 1 implies no gender difference

in sorting, while a value less than 1 implies women are less attracted to the occupation than men,

and thus have a higher skill threshold to enter it, versus staying home. The home sector is a

natural benchmark because it features no skill dynamics or wage gaps. In Table 11, I report
χmjH
χwjH

for

each market occupation for the initial and terminal entry cohorts, together with a multiplicative
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decomposition into the intermittency wedge (the interaction between human capital dynamics and

ρ̃), wage gaps (1− τ), and residual preferences (b).

Table 11: Decomposition of Gender Occupational-Sorting Wedges Across Cohorts

Decomposition

χm
jH

χw
jH

Intermittency Wage Gaps Preferences

1938–47 1978–87 1938–47 1978–87 ∆ 1938–47 1978–87 1938–47 1978–87

Abstract 0.41 0.86 0.72 0.92 +0.20 0.57 0.84 0.99 1.12
Routine 0.47 0.81 0.96 0.99 +0.03 0.67 0.98 0.72 0.84
Manual 0.38 0.70 0.88 0.97 +0.09 0.31 0.65 1.36 1.12

Notes: This table decomposes gender differences in the relative attractiveness of each market occupation j ∈ {A,R,M}, using
the home sector H as the benchmark. The overall wedge is χmjH/χwjH , where χgjH is the relative skill threshold required for

gender g to choose occupation j over H, as defined in equation (6). A value below one indicates that occupation j is less
attractive to women than to men, while a value of one indicates no gender difference. The overall wedge is the product of the
intermittency, wage-gap, and preference components. For the intermittency component, ∆ shows the change between cohorts.

All market occupations become more attractive to women relative to men across cohorts, but the

source of this increase differs across occupations. For the 1938–47 cohort, high effective intermittency

reduces the relative attractiveness of market occupations for women, but especially abstract work.

This is because abstract occupations feature the strongest human capital dynamics. As effective

intermittency falls with the Quiet Revolution, the intermittency wedge therefore narrows most

strongly for abstract work between the 1938–47 and 1978–87 cohorts. Wage gaps also narrow

substantially across cohorts and broadly across market occupations; this makes market work more

attractive to women overall, but generates less reallocation across market occupations conditional

on employment. For abstract work, the change in the intermittency wedge (0.20) is nearly as large

as the change in the wage-gap wedge (0.27). By contrast, the intermittency wedge changes little

in routine and manual work because human capital dynamics are weaker, so convergence in their

overall gender sorting wedges is driven relatively more by shrinking wage gaps.

6.2 The Importance of Conditional Intermittency in the Quiet Revolution

The Quiet Revolution as captured by the quantitative model consists of three components: a

decline in the share of women who have children, a delay in the timing of fertility, and an increase in

mothers’ attachment to the labor force (recall Table 6). The first two operate through f ca, while the

third operates through ρca. I show that the latter, a decline in what I call conditional intermittency,

is the dominant channel through which the Quiet Revolution impacts women’s occupational sorting.

To illustrate this, I perform a partial-equilibrium decomposition of the shift of female employment

from routine to abstract in Figure 7. I summarize this reallocation using the abstract–routine (A–R)

employment share gap, defined as the abstract employment share minus the routine employment

share. I use this measure throughout the remainder of the quantitative analysis because the

central reallocation studied in the paper is from routine toward abstract employment, while manual

employment changes comparatively little. Between 1970 and 2010, the baseline model generates a

14 percentage point (p.p.) increase in this gap as employment grew in abstract and fell in routine.
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Figure 7: Partial-Equilibrium Impact of the Quiet Revolu-
tion on Women’s Abstract–Routine Employment Gap

Notes: This figure shows the change in the gap between women’s abstract and routine employment shares from 1970 to 2010.
The green bar shows the full change generated by the baseline model. The “Full QR” bar holds all other parameters and wages
at their 1970 values while allowing the Quiet Revolution to unfold across cohorts through fca and ρca. The final two bars isolate
each component of the Quiet Revolution. All counterfactuals are computed in partial equilibrium.

The three counterfactual bars in Figure 7 hold wages and all other parameters at their 1970

values. Allowing the full Quiet Revolution to unfold across cohorts generates a 16 p.p. increase in

the A–R employment gap, slightly more than the increase in the baseline model. Thus, even holding

wages and all other parameters fixed, the Quiet Revolution has a large effect on occupational sorting

through its interaction with occupation-specific human capital dynamics. The final two bars isolate

the two components. Changes in fertility incidence and timing alone generate a 5 p.p. increase,

while the decline in conditional intermittency alone generates a 14 p.p. increase.16 Put differently,

the central change was not that women stopped or delayed having children, but rather that they

increasingly remained attached to the labor force while raising young children.

6.3 The Role of the Quiet Revolution in Equilibrium

I next turn to my main quantitative exercise, which is to study the contribution of the Quiet

Revolution to the reallocation of labor from routine to abstract work in equilibrium. I compare

the evolution of the baseline economy with a counterfactual economy in which all parameters are

allowed to evolve as under the baseline, except for f ca and ρca, which are held fixed across cohorts at

the values for the initial 1938–47 cohort. The focal outcome is again the abstract–routine (A–R)

employment share gap, both for women and for aggregate employment, comprising both women

and men.

Figures 8a and 8b show the change in the abstract–routine employment gap over time for women

and for aggregate employment, where the gap is normalized to 0 in 1970. While there is a large

16Because effective intermittency is the product of fertility and conditional intermittency, the contributions of each
force alone need not sum to the full Quiet Revolution effect.
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Figure 8: Evolution of Abstract–Routine Employment Gap in Equilibrium

(a) Women (b) Aggregate

Notes: This figure shows the evolution of the abstract–routine (A–R) employment share gap, defined as the abstract employment
share minus the routine employment share and normalized to zero in 1970. Panel (a) reports the gap for women and Panel
(b) for aggregate employment. “Baseline” shows the transition path of the calibrated model. Under “No Quiet Revolution,”
fertility fca and conditional intermittency ρca are held fixed across cohorts at their values for the initial 1938–47 cohort, while all
other parameters evolve as in the baseline. Equilibrium wages adjust in both economies.

reallocation of women from routine to abstract work under the baseline, Figure 8a shows that the

Quiet Revolution is integral to this: absent the Quiet Revolution, there would have been essentially

no reallocation of female employment from routine to abstract, despite substantial abstract-biased

technical change over this period. Turning instead to the aggregate, the overall reallocation under

the baseline is smaller than for women alone because male occupational sorting changed much

less. Under the counterfactual in which the Quiet Revolution did not occur, the total change in

the A–R employment share gap is substantially smaller: it grows by only about 2.5 p.p. between

1970 and 2010, relative to 5.6 p.p. under the baseline. However, the timing also matters for the

aggregate: between 1970 and 1990, the counterfactual line is essentially flat, meaning the Quiet

Revolution is critical for the shift in employment over this period. After 1990, however, the A–R

employment gap grows even under the counterfactual. Between 1990 and 2010, the A–R employment

gap increases by 3.8 p.p. under the baseline (from 0.018 to 0.056), compared with 2.9 p.p. under

the no-Quiet-Revolution counterfactual. Thus, the Quiet Revolution is essential for the model to

generate the aggregate reallocation from routine toward abstract work between 1970 and 1990.

After 1990, by contrast, technological change becomes the dominant force.

Even though technological forces are responsible for the aggregate growth in abstract relative to

routine employment after 1990, the Quiet Revolution still shapes who reallocates. In Figure 9a, I

plot the evolution of the share of abstract workers who are female under both the baseline model

and the “No Quiet Revolution” counterfactual. The female share of abstract employment grows

from 0.36 to 0.48 over this period. Without the Quiet Revolution, only about a quarter of this

increase would have taken place. Thus, the rise in abstract relative to routine employment shown

in Figure 8b would still have occurred, but with substantially greater reallocation by men than
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observed.

Figure 9: Additional Implications of the Quiet Revolution

(a) Female Share of Abstract Workers (b) Real GDP per Capita Relative to 1970

Notes: This figure shows additional implications of the Quiet Revolution counterfactual. Panel (a) reports the female share
of abstract employment. Panel (b) reports real GDP per capita, normalized to one in 1970. “Baseline” shows the transition
path of the calibrated model. Under “No Quiet Revolution,” fertility fca and conditional intermittency ρca are held fixed across
cohorts at their values for the initial 1938–47 cohort, while all other parameters evolve as in the baseline. Equilibrium wages
adjust in both economies.

6.4 Productivity Implications of the Quiet Revolution

Finally, I examine the implications of the Quiet Revolution for aggregate productivity. Figure 9b

plots real GDP per capita, normalized to 1 in 1970. Because the calibration targets this outcome,

the baseline model reproduces the observed 109% growth between 1970 and 2010. Absent the Quiet

Revolution, GDP per capita grows by only 84% over this period. Thus, the Quiet Revolution accounts

for 23% of observed growth. This effect operates through three channels: the Quiet Revolution

increases the number of women in the workforce, increases women’s accumulated experience and

human capital, and improves occupational sorting. Technological forces nevertheless account for the

majority of this growth.

To put this magnitude in context, a natural comparison is the effect of human capital barriers in

Hsieh et al. (2019), which is the force in their framework most closely related to the Quiet Revolution

in mine. They find that declining human capital barriers account for 36% of growth in market

GDP per person between 1960 and 2010. Their human capital barriers are inferred as residual

cohort-specific wedges, using life-cycle wage profiles to distinguish them from contemporaneous

labor-market discrimination. By contrast, I impose more structure on this channel: changes in

fertility and intermittency are measured directly, and their effects operate through occupation-

specific human capital dynamics disciplined by external estimates and male life-cycle income growth.

This more restrictive approach is one reason why my model attributes less productivity growth

to the Quiet Revolution. In addition, their analysis incorporates both gender and racial barriers,

whereas I focus only on gender. Finally, Hsieh et al. (2019) study 1960–2010, whereas my analysis

begins in 1970, omitting the 1960s, when they find falling barriers played an especially important
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role in productivity growth.

6.5 Robustness to Alternative Comparative Advantage Assumptions

In Appendix B, I show robustness of the main results in Figure 8 to alternative assumptions

regarding comparative advantage. My baseline calibration assumes no gender differences in innate

skill (awj = 1 for j ∈ {M,R,A}). Because wage gaps τj cannot be separately identified from

productivity differences, I consider an alternative calibration that assumes no wage gaps in the

terminal period and instead attributes unexplained differences in women’s earnings relative to men’s

to innate productivity.17 Figure B.1 repeats the quantitative exercise under this calibration.

I also examine sensitivity to the parameter governing dispersion of innate skills, θ. This parameter

determines the strength of comparative advantage and, consequently, the elasticity of labor supply

across occupations. While the baseline value θ = 2 is taken from Hsieh et al. (2019), Figure B.2

instead uses values of 1.3 and 3.5, as in Caunedo, Jaume, and Keller (2023) and Lee (2024).

Across these alternative calibrations, the main conclusions are stable. For women, the Quiet

Revolution accounts for most of the equilibrium reallocation from routine to abstract work in every

specification; without it, the cumulative increase in the A–R employment gap is much smaller and,

in some cases, negative. For aggregate employment, the timing result is also robust. Absent the

Quiet Revolution, there is essentially no reallocation through 1990 across specifications, while the

A–R employment gap rises thereafter even in the counterfactual. Thus, the Quiet Revolution is

critical for the pre-1990 aggregate reallocation, whereas technological change accounts for most of

the post-1990 increase.

7 Conclusion

This paper studies the macroeconomic consequences of the Quiet Revolution, focusing on its

implications for the occupational distribution of employment. Using a calibrated equilibrium Roy

model, I show that greater labor force continuity made abstract occupations, which feature stronger

human capital dynamics, relatively more attractive to women. Quantitatively, without the Quiet

Revolution, the model generates essentially no shift of women from routine to abstract work between

1970 and 2010, and only about half of the aggregate reallocation observed in the baseline economy.

The Quiet Revolution is particularly important for aggregate reallocation through 1990; thereafter,

technological change becomes the dominant force. Yet it continues to shape who reallocates: without

the Quiet Revolution, only about one quarter of the rise in the female share of abstract employment

would have occurred. These results shed new light on a period of rapid technological change with

important consequences for the labor market, inequality, and growth. The narrative of technological

change displacing workers from routine jobs is not the full story; major changes in female labor

supply shaped how this transformation of employment unfolded.

17The implied innate skill of women relative to men under this assumption is awM = 0.65 in manual, awR = 0.98 in
routine, and awA = 0.84 in abstract, consistent with men having a comparative advantage in “brawn” (Rendall 2024).
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A Mathematical Appendix

A.1 Generalizing the Stylized Model from Section 4

The quantitative model distinguishes fertility (f ca) from conditional intermittency (ρca) and allows
women to experience fertility in any model age a ∈ {1, 2, 3}. I impose the assumption that a woman
experiences fertility in at most one period.

Table A.1: Enumeration of Feasible Work Histories for Women

History Period 1 Period 2 Period 3 No. Periods Worked (T ) Probability

1 Work Work Work 3 P1

2 Work Not work Work 2 P2

3 Not work Work Work 2 P3

4 Work Work Not work 2 P4

These histories are exhaustive and mutually exclusive, so
∑4

h=1 Ph = 1. The simple model in
Section 4 is nested within this framework; it sets P2 = ρ, P3 = 0, and P4 = 0. I denote the expected
length of working periods by T =

∑4
h=1(Ph × Th).

Under this generalized framework, the worker’s problem from equation (4) is:

max
j∈{H,M,R,A}

{
max
h≥0

(3P1 + 2P2 + 2P3 + 2P4) log
(
(1− τgj)wjagjϵje

hηbgj

)
+ (2P1 + P4) log(γ2j) + 2P3 log(1− δ1j) + P2 log(1− δ2j) + (P1 + P3) log(γ3j)

+ (P2 + P3 + P4) log(ϵHbgH)− hζ

ζϕj

} (9)

Propositions 1 and 2 are derived below for the stylized model from Section 4, to save on notation.
However, the key economic forces are preserved.

A.2 Proof of Proposition 1

Under the generalized model, h(ϕj , T ) = (Tηϕj)
1
ζ−1 . Applying this to the model in Section 4

where T is determined only by ρ, gives h(ϕj , ρ) = ((3− ρ)ηϕj)
1
ζ−1 . The derivative of h(ϕj , ρ) with

respect to ρ is: − 1
ζ−1(3− ρ)

2−ζ
ζ−1 (ηϕj)

1
ζ−1 . As ζ > 1 and η > 0, when ϕj > 0, this is strictly negative.

This means h(ϕj , 0) > h(ϕj , ρ) when ρ ∈ (0, 1] and ϕj > 0. If ϕj = 0, then h(ϕj , 0) = h(ϕj , ρ) = 0.

A.3 Proof of Proposition 2

Proposition 2 states that the derivative of χg
jk (the innate skill threshold

ϵj
ϵk

to prefer occupation
j over occupation k, defined in equation (6)) with respect to ρ is positive, all else equal, as long as
occupation j is more dynamic than occupation k (γ̃j ≥ γ̃k, δj ≥ δk, and ϕj ≥ ϕk, with at least one
inequality holding strictly). To prove this result, it is sufficient to show that the last part of the
equation (6), highlighted as “Human capital dynamics & intermittency”, increases with ρ, because
the rest of the equation does not depend on ρ. I will consider the impact of ρ on each of the factors,
each of which corresponds to a different skill dynamic.

1. Returns to experience γ:

∂

∂ρ

(
γ̃k
γ̃j

) 1−ρ
3−ρ

=

(
γ̃k
γ̃j

) 1−ρ
3−ρ

× ln

(
γ̃k
γ̃j

)
×− 2

(3− ρ)2
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If γ̃j = γ̃k, then
∂
∂ρ

(
γ̃k
γ̃j

) 1−ρ
3−ρ

= 0. If γ̃j > γ̃k, then
∂
∂ρ

(
γ̃k
γ̃j

) 1−ρ
3−ρ

> 0, as ln
(
γ̃k
γ̃j

)
< 0.

2. Depreciation δ:

∂

∂ρ

(
1− δk
1− δj

) ρ
3−ρ

=

(
1− δk
1− δj

) ρ
3−ρ

× ln

(
1− δk
1− δj

)
× 3

(3− ρ)2

If δj = δk, then
∂
∂ρ

(
1−δk
1−δj

) ρ
3−ρ

= 0. However, if δj > δk, then
∂
∂ρ

(
1−δk
1−δj

) ρ
3−ρ

> 0, as ln
(
1−δk
1−δj

)
>

0.

3. Skill requirements ϕ: From Proposition 1, the optimal choice of human capital is h∗(ϕ, ρ) =

((3− ρ)ηϕ)
1
ζ−1 , so h∗(ϕk, ρ)−h∗(ϕj , ρ) = (η(3− ρ))

1
ζ−1 (ϕ

1
ζ−1

k −ϕ
1
ζ−1

j ). Then ∂
∂ρe

η(ζ−1)
ζ

(h∗(ϕk,ρ)−h∗(ϕj ,ρ))

is:

e
η(ζ−1)
ζ

(η(3−ρ))
1
ζ−1 (ϕ

1
ζ−1
k −ϕ

1
ζ−1
j ) × η(ζ − 1)

ζ
η

1
ζ−1 (ϕ

1
ζ−1

k − ϕ
1
ζ−1

j )×− 1

ζ − 1
(3− ρ)

2−ζ
ζ−1

If ϕj = ϕk, then
∂
∂ρe

η(ζ−1)
ζ

(h∗(ϕk,ρ)−h∗(ϕj ,ρ)) = 0. If ϕj > ϕk, then
∂
∂ρe

η(ζ−1)
ζ

(h∗(ϕk,ρ)−h∗(ϕj ,ρ)) > 0.

Each of the three factors is positive and, under the stated conditions, non-decreasing in ρ, with
at least one strictly increasing. Their product is therefore strictly increasing in ρ, and since the
remaining terms of equation (6) do not depend on ρ, so is χg

jk.

A.4 Occupation Population Shares

Recall that skill vector ϵ = (ϵH , ϵM , ϵR, ϵA) is distributed i.i.d. Fréchet where the shape parameter
is θ, where the joint cumulative distribution function is:

F (ϵ) = exp

(
−
∑
s

ϵ−θ
s

)

Following the worker’s problem in equation (9) in Appendix A.1, denote:

Xgj(P) = agj(1−τgj)wjbgjγ
2P1+P4

T
2j γ

P1+P3
T

3j (1−δ1j)
2P3
T (1−δ2j)

P2
T e

η(ζ−1)
ζ

h∗(ϕj ,T )
, P = (P1, P2, P3, P4)

For occupation j ∈ {1, ..., J} and group g ∈ {men, women}, an individual will pick occupation j if
for all s ̸= j: ϵjXgj(P) > ϵsXgs(P). Without loss of generality, order occupations such that j = 1.
The probability that an individual picks occupation 1 is:

Pr(ϵ1Xg1(P) > ϵsXgs(P)) ∀s > 1

= Pr

(
ϵs <

Xg1(P)

Xgs(P)
ϵ1

)
∀s > 1

=

∫ ∞

0
F1

(
ϵ1,

Xg1(P)

Xg2(P)
ϵ1,

Xg1(P)

Xg3(P)
ϵ1,

Xg1(P)

Xg4(P)
ϵ1

)
dϵ1
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where F1(ϵ) denotes the derivative of F (ϵ) with respect to the first element of ϵ. Define αs =
Xg1(P)
Xgs(P) .

Then this can be written as:∫ ∞

0
F1(α1ϵ1, α2ϵ1, α3ϵ1, α4ϵ1) dϵ1 =

∫ ∞

0
θϵ−θ−1

1 exp

(
−

J∑
s=1

α−θ
s ϵ−θ

1

)
dϵ1

=

∫ ∞

0
θϵ−θ−1

1 exp
(
−ϵ−θ

1 α
)
dϵ1

where α =
∑J

s=1 α
−θ
s . This can be rewritten as:

=
1

α

∫ ∞

0
θϵ−θ−1

1 α exp
(
−ϵ−θ

1 α
)
dϵ1 =

1

α

=
(Xg1(P))θ∑J
s=1 (Xgs(P))θ

I denote the population share for group g in occupation j as πgj .

A.5 Mean Skill in Chosen Occupation

Denote by y∗ the maximized value of yj = ϵjXgj(P):

y∗ = max
j∈J

yj = max
j∈J

ϵjXgj(P) = ϵ∗Xg(P)∗

Then y∗ also follows an extreme value distribution with CDF G(.):

Pr(y∗ < z) = Pr(yj < z) ∀j

= Pr

(
ϵj <

z

Xgj(P)

)
∀j

= F

(
z

Xg1(P)
,

z

Xg2(P)
,

z

Xg3(P)
,

z

Xg4(P)

)
= exp

(
−z−θ

∑
s

(Xgs(P))θ

)

So G(z) = exp(−mz−θ) where m =
∑

s(Xgs(P))θ.

Denote by H(.) the CDF of ϵ∗, the innate skill in the chosen occupation. Using the change of
variables result for a CDF, it is straightforward to derive H(.) from G(.):

H(q) = G(Xg(P)∗q)

= exp(−m(Xg(P)∗)−θq−θ)

= exp(−m∗q−θ)

where m∗ =
∑

s

(
Xgs(P)
Xg(P)∗

)θ
. Note that m∗ = 1

πgj
when j is the chosen occupation (i.e., it is the

inverse of the population share in the chosen occupation).

The mean of ϵ∗ is then m∗(1/θ)Γ
(
1− 1

θ

)
, where Γ(.) is the gamma function. Therefore, the mean

ϵ∗ is inversely proportional to the population share for a given group, as it can be expressed as
πgj

(−1/θ)Γ
(
1− 1

θ

)
. This captures the effect of selection on skill.
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B Quantitative Appendix

Figure B.1: Robustness to Gender Differences in Innate Productivity

(a) Women (b) Aggregate

Notes: These figures show the evolution of the abstract–routine (A–R) employment share gap, as in Figure 8. The gap is
normalized to 0 in 1970. Panel (a) reports the gap for women and Panel (b) for the aggregate economy. The model is calibrated
such that selection-adjusted earnings differences between young men and women in the terminal period inform fixed innate
gender productivity differences. Under “No Quiet Revolution,” fertility fca and conditional intermittency ρca are held fixed
across cohorts at their values for the initial 1938–47 cohort, while all other parameters evolve as in the baseline.

Figure B.2: Robustness to Fréchet Skill Distribution

(a) Women (b) Aggregate

Notes: These figures show the evolution of the abstract–routine (A–R) employment share gap, as in Figure 8. The gap
is normalized to 0 in 1970. Panel (a) reports the gap for women and Panel (b) for the aggregate economy. The model is
calibrated under different assumptions of the value of the Fréchet shape parameter. Under “No Quiet Revolution,” fertility fca
and conditional intermittency ρca are held fixed across cohorts at their values for the initial 1938–47 cohort, while all other
parameters evolve as in the baseline.
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